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Non-Deterministic Search

Often, we know what actions a robot can take, but the
outcome after that action is not known with certainty.
We need policies that can account for this uncertainty.




Example: Grid World

A maze-like problem
= The agent lives in a grid
= Walls block the agent’s path

Noisy movement: actions do not always go as planned

= 80% of the time, the action North takes the agent North
(if there is no wall there)

= 10% of the time, North takes the agent West; 10% East

= If thereisawallin the direction the agent would have
been taken, the agent stays put

The agent receives rewards each time step
=  Small “living” reward each step (can be negative)
= Bigrewards come at the end (good or bad)

Goal: maximize sum of rewards

An example of a “Markov Decision
Process,” which we will define soon.

This is our running example
throughout today’s lecture.



If deterministic, could try a “search” algorithm.

G r| d WO r| d ACt| O n S This is less feasible for stochastic worlds.

Deterministic Grid World Stochastic Grid World




Markov Decision Processes

 An MDP is defined by:

A set of states s € S

A set of actionsa € A

A transition function T(s, a, s’)
* Probability that a from s leads to s, i.e., P(s’| s, a)
* Also called the model or the dynamics

A reward function R(s, a, s’)
* Sometimes just R(s), or R(s’), or R(s,a), etc.

A start state s,

Maybe a terminal state

 MDPs are non-deterministic search problems
o We'll have a new tool soon to tackle these.

Notation: “s” is like the “x” that
we discussed earlier in class.



What is Markov about MDPs?

* “Markov” generally means that given the present state, the future
and the past are independent

* For Markov decision processes, “Markov” means action outcomes
depend only on the current state

P(St—|—1 = 5|5y = Sty A = a, St—1 = S¢—1,Ar—1,...50 = So)

P(St+1 = §'|St = 54, At = Clt)

Andrey Markov
* (We’ve covered this assumption earlier.) (1856-1922)



Policies

* |n deterministic single-agent search problems,
we want an optimal plan, or sequence of
actions, from start to a goal.

* For MDPs, we want an optimal policy t*: S - A
* A policy &t gives an action for each state.

* An optimal policy is one that maximizes expected
utility if followed.

 Example (to the right) assumes we can

enumerate each possible state. Optimal policy when R(s, a, s') = -0.03
* In general, this is not feasible. for all non-terminals s



Optimal Policies

Note: using R(s) for
reward, but could
also use R(s,a), etc.

R(s) =-0.01 R(s) =-0.03
Note: assumes we
have “solved” the
MDP using some
technique.

R(s) =-0.4



Example: Racing

A robot car wants to travel far, quickly
Three states: Cool, Warm, Overheated
Two actions: Slow, Fast

Going faster gets double reward

Slow

0.5

Overheated



Racing Search Tree

Some of the subtrees end up being the same, hence should “reuse” computation somehow.
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MDP Search Trees

Each MDP state projects a “search tree”.

A S a ) iS a State

(s,a,s’) called a transition
T(s,a,s’) = P(s’|s,a)
R(s,a,s’)

(s,a): we committed to action a, but it has not resolved to next state. 11



Utilities of Sequences

 What preferences should an agent have over reward sequences?

[1,2,2] or [2,3,4]
e More or less?

[0,0,1] or [1,0,0]
* Now or later?




Discounting

* It’s reasonable to maximize the sum of rewards.
* It’s also reasonable to prefer rewards now to rewards later.

* One solution: values of rewards decay exponentially.

Worth Now Worth Next Step Worth In Two Steps

13



Discounting

e How to discount?

* Each time we descend a level, we
multiply in the discount once.

* Why discount?

* Sooner rewards probably do have
higher utility than later rewards.

* Also helps our algorithms converge.

* Example: discount of 0.5.
 U([1,2,3]) =1*1+0.5*%2 +0.25*3
* U([1,2,3]) < U([3,2,1])

14



Reinforcement Learning

Agent
State: s ,
Reward: r Actions: a
Environment
e Basic idea:

* Receive feedback in the form of rewards

* Agent’s utility is defined by the reward function

* Must (learn to) act so as to maximize expected rewards
* All learning is based on observed samples of outcomes!



Example: Learning to Walk

Initial A Learning Trial After Learning [1K Trials]

[Kohl and Stone, ICRA 2004] 16



Example: Learning to Walk

Initial 17
[Kohl and Stone, ICRA 2004] [Video: AIBO WALK — initial]



Example: Learning to Walk

Training

[Kohl and Stone, ICRA 2004] [Video: AIBO WALK = training]



Example: Learning to Walk
|| P

Finished

[Kohl and Stone, ICRA 2004] [Video: AIBO WALK = finished]



Reinforcement Learning

e Still assume a Markov decision process (MDP):
* Aset of statess € S
* A set of actions (per state) A
A model T(s,a,s’)
* A reward function R(s,a,s’)

I\ z zi

Overheated

* Still looking for a policy 7t(s)

* New twist: don’t know T or R
* |l.e., we don’t know which states are good or what the actions do
* Must actually try actions and states out to learn

20



Offline (MDPs) vs. Online (RL)

.
|
\
\

T

Offline Solution Online Learning

As used in value iteration (for example). Hopefully we have a simulator. ©

>
il
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Passive Reinforcement Learning

e Simplified task: policy evaluation
* Input: a fixed policy 7t(s)
* You don’t know the transitions T(s,a,s’)
* You don’t know the rewards R(s,a,s’)
e Goal: learn the state values

* In this case:
* Learner is “along for the ride”
* No choice about what actions to take
* Just execute the policy and learn from experience
* This is NOT offline planning! You actually take actions in the world.
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Exploration vs. Exploitation

b7

GRAND

i
P
=




How to Explore?

* Several schemes for forcing exploration

e Simplest: random actions (e-greedy)
* Every time step, flip a coin
* With (small) probability ¢, act randomly
* With (large) probability 1-¢, act on current policy

* Problems with random actions?

* You do eventually explore the space, but keep thrashing around
once learning is done

* One solution: lower g over time
* Another solution: exploration functions

24



Issues with Reinforcement Learning

Is this type of active exploration feasible with physical robot systems?
What about autonomous vehicles? Robots that care for the elderly?

In many cases, we already have supervision from external data, so
maybe the robot does not need to try things out in the world?



Imitation Learning

* Assume we have access to demonstration data.
* Terms used interchangeably: {demonstrator, expert, teacher, supervisor, ...}.
e Assume an optimal policy n* generates the data (we sample from it).

* Typically consists of state-action or observation-action pairs.
* Demonstration data of size N ={(s;,a,), {(s,,3,), ... {(sn,an)}

* The agent (robot) must learn from this demonstration data.
* Does not involve environment (MDP) interaction when training.
 Demonstration data provide a signal on what the agent should do at given states.
* The agent will still “interact” with the environment at test time.

* States / observations high-dimensional and cannot tabulate.
* Use machine learning.



Imitation Learning vs Reinforcement Learning

* [mitation Learning

e Agent does not interact with the environment (when learning from data).
* Assumes access to demonstration data (may be a strong assumption).

* Reinforcement Learning
e Agent interacts with the environment and gets reward signal.
* Does not assume access to demonstration data.

* But you can combine these!

* Most straightforward way: initialize the policy with imitation learning. Then
proceed with reinforcement learning. (Why is this useful?)



Supervised Learning of Behaviors

* The most straightforward way to do imitation learning is to use
supervised learning, commonly known as behavioral cloning.

* Input:
 Demonstration data.
* (We also assume we know the environment’s observation and action space.)

e Result:
* A learned function that maps from observations (or states) to actions.
 The function can be a neural network, SVM, decision tree, etc.

* This is an example of using machine learning.
* It’s “supervised” because we have labels (i.e., actions) for each observation.



Brief Machine Learning Background

* We use machine learning to learn patterns from data.
* These days: neural networks as our machine learning models.
* They are a function that (in BC) map observation/state to actions.

* We use loss functions to measure the “badness” of a given model.
* |f discrete actions: cross entropy loss.
* If continuous actions: mean square error loss.

* If using neural networks, we use backpropagation to update model.
e Updates weights (parameters), using (essentially) gradient descent.

* Don’t worry about implementing backpropagation, use libraries such as
PyTorch to do this for you: loss.backward().

* We often use this notation with theta: 7T9(0t)
e For more: take CSCI 566 and 567 at USC. ©



Common Notation

S; — state
0; — observation mo(a¢|oy) — policy
a; — action mg(az|s¢) — policy (fully observed)

Markov property
independent of s;_1

(From Sergey Levine) = note the use of “0” frequently, instead of “states” as earlier.
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Supervised Learning of Behaviors

training superv.lsed
dars learning

Z A

Deep Neural
Network

Images from Sergey Levine and Bojarski et al., 2016

Actions: turn left or right?

mo(at|oy)
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Supervised Learning of Behaviors

* Try and learn a driving policy using supervised learning.
* One of the oldest test cases studied [1,2].

Input: Output:

N

Camera image, Stefering
resized to (25x19). angle in [-1,1]

[1]: Pomerleau, ALVINN: An Autonomous Land Vehicle In a Neural Network, NeurIPS 1989.
[2]: Ross et al., A Reduction of Imitation Learning and Structured Prediction to No-Regret Online Learning, AISTATS 20171.



Supervised Learning of Behaviors

* Try and learn a driving policy
using supervised learning.

* Video:
 Start 2 expert demo.

e 0:44 - supervised learning.
« 2:10 = DAgger.

* Why does naive supervised
learning not do well?

Source: https://www.youtube.com/watch?v=V00npNnWzSU



https://www.youtube.com/watch?v=V00npNnWzSU

What We nt Wro ng? The expert’s training

data distribution.

* How is learning for

Sequent|a| dEC'S'On' Learned Pohcy o “-- EXpert'S trajectory
making different vs e v

) s
4 : +* .
supervised learning? R “
* e .
* In machine learning, if ~'~’/ p s
the train error is small, .
@

the test error should be
small. (Informally) .

e But, that assumes train e "'~. ~— ~ "
and test data come from \ e, —
similar distributions! kL T
(And that data is “iid”) T g

The learned policy’s
test-time distribution. 34



Data Distribution Mismatch

* We train on expert data which stays on track.

* But if we make a single mistake, we go outside Solution:

. . . . . . get expert
the training distribution. . data here!

Expert Trajectories Data for Supervised Learning

Problem: no

\ \ y training data
4 ~". O for “recovery.”
. test
N
&) ity

35



Dataset Aggregation (DAgger)

 Collect training data from the learned policy’s data distribution.
* How? Roll out the learned policy and provide corrective labels.

* Of course, this needs the supervisor ...
 Example: a graduate student, or an algorithm.
* |s this always practical?

1. Train my(as|os) from data D = {01,a;,...,0x,an}.
2. Run my(as|os) to get policy observations D, = {oq,...,0x}.
3. Ask supervisor to label each o € D, with action aj.

4. Aggregate: D < D UD,.

36



Implementation Tips |

* We have indicated trajectories as follows, sometimes with “0” to indicate
observations instead of “state:”

(s,a,r,s",a’,r",s" a”,r" " . ..)

* |n our code, this would be a “path” and is a dictionary with:

» States (or “observations” but we arguably are using state information)

» Actions (continuous vectors representing change in joint angles)

* Rewards (a scalar)

* Done criteria (subtle implementation thing to indicate trajectory termination)

* We collect multiple paths:
* paths = [pathy, path,, path;, ...]

* Then this forms data to train the policy, to hopefully improve it.

* |n code: use a common env.step(action) interface, which executes the
action in the environment and produces the next state, along with the
obtained reward, done criteria, and potentially other information.



Implementation Tips |l

* Look at tutorial: https://pytorch.org/tutorials/beginner/basics/intro.html
* You don’t need to know: “DatalLoader,” “Transforms,” or saving/loading models.

* PyTorch is a popular library commonly used for deep learning.
* Follows a similar interface as numpy (covered earlier in class).
 Meant to store data which can be used on the GPU, and which stores gradients.
* For homework, you do not need to use a GPU. The environments are relatively simple.

« Common bugs:

* Watch out for shapes! For training models, tensors should have batch size as leading
dimension when you print shapes of tensors (even if it’s just one item).

* Watch out if data is on CPU vs GPU, or numpy vs torch.

* For training models:
» Standard procedure: set gradients to zero, backprop, take step in optimizer.
* This “optimizer” is a more sophisticated version of gradient descent, which we covered.
* We have continuous control, hence use “regression” to predict actions.
* Check: https://pytorch.org/docs/stable/generated/torch.nn.MSELoss.htm|

38


https://pytorch.org/tutorials/beginner/basics/intro.html
https://pytorch.org/docs/stable/generated/torch.nn.MSELoss.html

Imitation Learning Example

Quote from
the paper:

Imitation learning. Imitation learning methods train the policy m on a dataset D of demonstra-
tions (Pomerleau, 1988; Zhang et al., 2018; Jang et al., 2021). Specifically, we assume access to

a dataset D = {(i(™), {(:c,(tn) a§">)};—’;(3) )}N_, of episodes, all of which are successful (i.e., have a
final reward of 1). We learn 7 using behavioral cloning (Pomerleau, 1988), which optimizes 7 by
minimizing the negative log-likelihood of actions a; given the images and language instructions.

39



Obtaining and Sharing Large-Scale Robotics Data

Open X-Embodiment: Robotic Learning Datasets and RT-X Models

Open X-Embodiment Collaboration®

Abhishek Padalkar®, Acorn PooleyT, Ajinkya Jain'®, Alex BewleyT, Alex HerzogT, Alex Irpau7, Alexander Khazatskyla,

Anant Rai'?, Anikait Singh7’22, Anthony Brohan”, Antonin Raffin®, Ayzaan Wahid”, Ben Burgess-Limerickls, Beomjoon Kim?2,
Bernhard Schélkopflg, Brian Ichter’, Cewu Lu'”®, Charles Xu??, Chelsea Finn""'%, Chenfeng Xu?2, Cheng Chi® 18,
Chenguang Huang“, Christine Chan?, Chuer Pan'®, Chuyuan Fu?, Coline Devin”, Danny Driess”, Deepak Pathak?,

Dhruv Shah??, Dieter Biichler'?, Dmitry Kalashnikov’, Dorsa SadighT, Edward Johns®, Federico Ceola'®, Fei Xia’,

Freek Stu]pﬁ, Gaoyue Zhou'*, Gaurav S. Sukhatme?®, Gautam Salhotra®®:'°, Ge Yan??, Giulio Schiavi®, Gregory Kahn??,

Hao Su??, Hao-Shu Fang”, Haochen Shi‘®, Heni Ben Amor?, Henrik I Christensen®®, Hiroki Furuta®!, Homer Walke?2,

Hongjie Fang'?, Igor Mordatch”, Ilija Radosavovic??, Isabel Leal”, Jacky Liang”, Jad Abou-Chakra'®, Jaehyung Kim'2,
Jan Peters??, Jan Schneider®, Jasmine Hsu”, Jeannette Bohgla, Jeffrey Bingham7, Jiajun Wul®, Jialin Wu®,
Jianlan Luo??, Jiayuan Gu?3, Jie Tan’, Jihoon Oh?!, Jitendra Malik??, Jonathan Tompsorf', Jonathan Yangls,

Joseph J. Lim®*2, Jodo Silvério®, Junhyek Han'?, Kanishka Rao’, Karl Pertsch®®'#, Karol Hausman’, Keegan Go'?,
Keerthana GopalakrislmanT, Ken Goldbergzz, Kendra Byrne.?, Kenneth Oslund”, Kento Kawaharazuka®®, Kevin Zhangz,
Krishan Rana'®, Krishnan Srinivasan'®, Lawrence Yunliang Chen??, Lerrel Pinto'*, Liam Tan??, Lionel Ott*, Lisa Lee’,

Masayoshi Tomizuka??, Maximilian Du'®, Michael Ahn”, Mingtong Zhang®®, Mingyu Ding??, Mohan Kumar Srirama®, Mohit Sharma?,

Moo Jin Kim'®, Naoaki Kanazawa?', Nicklas Hansen®?, Nicolas Heess”, Nikhil J Joshi”, Niko Suenderhauf'®, Norman Di Palo®,

Nur Muhammad Mahi Shafiullah'?, Oier Mees??, Oliver Kroemer?, Pannag R Sanketi’, Paul Wohlhart”, Peng Xu’, Pierre Sermanet’,
Priya Sundaresan'®, Quan Vuoug7, Rafael Rafailov”!®, Ran Tian??, Ria Doshi??, Roberto Martin-Martin?°,
Russell Mendonca®, Rutav Shah?°, Ryan Hoque22, Ryan Julian”, Samuel Bustamante®, Sean Kirmani’, Sergey Levine
Sherry Moore”, Shikhar Bahl?, Shivin Dass2®2°, Shubham Sonawani®, Shuran Song3, Sichun Xu”, Siddhant Haldar'*,
Simeon Adebola??, Simon Guist'?, Soroush Nasirianym, Stefan Schaal'®, Stefan Welker’, Stephen Tian'®, Sudeep Dasari?,
Suneel Belkhale'®, Takayuki Osa’!, Tatsuya Harada®'16, Tatsuya Matsushima®', Ted Xiao”, Tianhe Yu’, Tianli Ding7,
Todor Davchev’, Tony Z. Zhao'®, Travis Armstrong7, Trevor Darrell??, Vidhi Jain™?, Vincent Vanhoucke’, Wei Zhan??,
Wenxuan Zhou”2, Wolfram Burgard”, Xi Chen’, Xiaolong Wang23, Xinghao Zhu??, Xuanlin Li%®, Yao Lu’, Yevgen Chebotar’,
Yifan Zhou®, Yifeng Zhu?°, Ying Xu’, Yixuan Wang%, Yonatan Bisk?, Yoonyoung Cho??, Youngwoon Lee??, Yuchen Cui'®,
Yueh-Hua Wu?3, Yujin Tang7’21, Yuke Zhu®°, Yunzhu Li*®, Yusuke Iwasawa?', Yutaka Matsuo®', Zhuo Xu’, Zichen Jeff Cuil?

7,22
,

A huge collaboration among many labs!
(Including those from USC)

o

-

“Move apple on cl

oth”

= z
.
/,—/:«':'

Move apple near cloth”
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CMA-ES

* Models search directions

as a multivariate Gaussian
« Updates Gaussian based on

and best

solutions £y

. Approximates a
of the
objective modelled
with uncertainty

“The CMA Evolution Strategy: A Tutorial ” Nikolaus Hansen (2016
“Bidirectional Relation between CMA Evolution Strategies and Natural Evolution Strategies ”
Akimoto et. al. (2010

USC ‘flterbl

School of En ng | X University of Southern California




CMA-ES

USC Viterbi

School of Engineering University of Southern California




QD algorithms generate of diverse solutions

0.99
0.95
091

0.88

Lightness

0.8

0.76 .
39 67 LY 122 149 176 204 231 259

Boldness

"Illuminating the Latent Space of an MNIST GAN” Zhang et. al. (Pyribs.org 2021)

USC Viterbi

School of Engineering

University of Southern California




The Quality Diversity Problem

Assume we are optimizing a space 4

Given functions "®@g © a and Omeasures
0 g © g orasavectorfunctionada © s

Measure Space’Y G 4
(approximated via tessellation)

Objective: For eachi M "Yfind — a4 such that
ad (= [ and "Q— is maximized.

USC ‘flterbl

School of En ng A University of Southern California




The Quality Diversity Problem

Assume we are optimizing a space 4

Given functions "®@g © a and Omeasures
0 g © g orasavectorfunctionada © s

Measure Space’Y G 4
(approximated via tessellation)

Objective: For eachi M “Yfind — g such thata (—

USC ‘fltel‘bl
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MAP-Elites

Elite

Search Space

“Illuminating Search Spaces by Mapping Elites” Mouret et. al. 2015

USC Viterbi

School of Engineering Univers l‘l_':'\r of Southern California




The MAP-Elites Algorithm

MAP-Elites

o Sample initial solutions | )
via a fixed distribution

« Uniform random selection y

of elites °" )
 Perturb solutions with

Isotropic Gaussian noise 5

Benchmark Example ¢ ¢ it

USC Wterbl

School of En ng A University of Southern California




The MAP-Elites Algorithm

MAP-Elites
 Sample initial solutions | )
via a fixed distribution
 Uniform random selection =
of elites | )
* Perturb solutions with
Isotropic Gaussian noise :
_P _P i} l’:( Fi'@ —-40 =20 0 20 40

Benchmark Example ¢ ¢ it

USC Wterbl

School of En ng A University of Southern California




The MAP-Elites Algorithm

MAP-Elites
 Sample initial solutions | )
via a fixed distribution
 Uniform random selection =
of elites | )
* Perturb solutions with
Isotropic Gaussian noise :
_P _P i} l’:( Fi'@ —-40 =20 0 20 40

Benchmark Example ¢ ¢ it

Key Insight: Use existing solutions as

USC Wterbl

School of En ng A University of Southern California




Can we frame QD as an problem?

USC ‘flterbl

School of En ng A University of Southern California




The Quality Diversity Problem

Assume we are optimizing a space 4

Given functions "®@g © a and Omeasures
0 g © g orasavectorfunctionada © s

Measure Space’Y G 4
(approximated via tessellation)

Objective: For eachi M "Yfind — a4 such that
ad (= [ and "Q— is maximized.
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The Quality Diversity Problem

Assume we are optimizing a space 4

Given functions "®@g © a and Omeasures
0 g © g orasavectorfunctionada © s

Measure Space’Y G 4
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Objective: For eachi M "Yfind — a such that
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Can we frame QD as an problem?

IOEDWIC)

USC ‘flterbl

School of En ng A University of Southern California




Can we frame QD as an problem?

for() = ) £(0)

| AR

USC ‘flterbl

School of En ng A University of Southern California




Can we compute the of i 2

fo() =) f(6))

| AR

USC ‘flterbl

School of En ng A University of Southern California




Can we compute the of i 2

fop() =) f(6))

USC ‘flterbl

School of En ng A University of Southern California




Gradients are ascent

fon(A +01) = > )

=1

USC \flterbl

School of En ng A University of Southern California




Solve for achange in Pato maximize |

fop(A +0) = £0') = £(8,) + ) F(6)

| AR

n"Q —xEEAAQGEI EKQOARABER CA

USC ‘flterbl

School of En ng A University of Southern California



CMA-ES

* Models search directions
as a multivariate Gaussian
« Updates Gaussian based on
and best =
solutions L
« Approximates a
of the
objective modelled
with uncertainty

“The CMA Evolution Strategy: A Tutorial” Nikolaus Hansen (2
“Bidirectional Rel ati on between CMA Evolution Strategies an
Akimoto et. al. (2010)

USC ‘flterbl

School of En ng | X University of Southern California




Covariance Matrix Adaptation MAP-Elites (CMA-ME)

MAP -Elites CMA-ES CMA -ME

“Covariance Matrix Adaptation for the Rapid I Il umination of
In collaboration with Julian Togelius and Amy K. Hoover.

USC Viterbi

School of Engineering Univers l‘l_':'\r of Southern California




Learn Diverse Walking Gaits!

S Archive o

Walking
<m1, m2> = <062, 055>

Galloping
<m1, m2> = <044, 039>

- F
Jumping 0.0 iy 1.0 Limping
<m1, m2> — <030, 022> <m1, m2> — <080, 015>

USC Viterbi

School of Engineering University of Southern California




Learn Diverse Walking Gaits!

USC Viterbi NCAR %S

School of Engineering University of Southern California
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